
Intelligent Cutaway Illustrations
Stephan Sigg∗ Raphael Fuchs† Robert Carnecky‡ Ronald Peikert§

ETH Zurich

  

Figure 1: Cutaway image from a flow visualization. (a) Features of interest are colored orange. (b) The algorithm determines the positions of the
cutting objects in order to reveal as much of the features as possible. (c) The resulting cutaway.

ABSTRACT

Artistic illustrations of important structures in fluid flow have
a long-standing tradition and are appreciated as clearly perceiv-
able, instructive, but still conveying all relevant information to the
viewer. One important illustrative technique for such visualizations
are cutaways. Currently cutaways are placed manually or using
view-vector based approaches. We propose to optimize the visibil-
ity of important target features based on a degree-of-interest (DOI)
function. The DOI is specified during interactive visual analysis,
e.g., by brushing scatterplots. We show that the problem of placing
cutaway boxes optimally is NP-hard in the number of boxes. To
overcome this obstacle, we present an intelligent method to com-
pute cutaways. Geometric cutaway objects are positioned using a
view-dependent objective function which optimizes the visibility of
all features. In order to approximate the optimal solution, we use
a Monte Carlo method and exploit temporal coherence in dynamic
scenes. Performance-critical parts are implemented on the GPU.
The proposed method can be integrated easily into existing render-
ing frameworks and is general enough to be able to optimize other
parameters besides cutaways as well. We evaluate the performance
of the algorithm and provide a case study of vorticity visualization
in a turbulent flow.

Keywords: Cutaway, Scientific Illustration, View-Dependent Op-
timization, Monte Carlo, Flow Visualization.

1 INTRODUCTION

With the increasing amount of complexity in 3D datasets, it gets
more and more difficult to locate and visualize important features.
Occlusion becomes a problem as soon as the features of interest are
not located right at the front. Rendering the data with high trans-
parency could show everything at once, but then, the image is hard
to understand. Especially in flow visualization this problem arises
frequently, because salient structures often exhibit complex folding
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and twisting. In this paper, we tackle the problem of occlusion with
cutaways, a method originating from scientific illustration.

Scientific illustrators have been dealing with the problem of oc-
clusion for a long time. Occluding geometry is retained where it
clarifies the spatial structure but it is removed where it covers im-
portant features. A good cutaway illustration has to meet certain
requirements. First of all, it should maximize the visibility of im-
portant features. Furthermore, the amount of omitted data – even if
it is considered not to be important – has to be minimized in order
to provide context for the important regions. The cutaway has to
respect the user’s specification of importance. Finally, the shape of
the cutaway has to be comprehensible and the user should be able
to understand which parts of the dataset are omitted.

To achieve comprehensibility of the cutaway, we suggest to re-
strict the approach to fixed, user-defined, parameterized geometric
objects such as cuboids, spheres, or cylinders. The goal of this
paper is to develop a method which places parameterized cutaway
objects automatically and optimally with respect to the aforemen-
tioned requirements, because in many cases, this cannot be done
manually. For example in Fig. 1a, there is no hint for an important
region on the left side, but it is revealed nevertheless by our algo-
rithm in Fig. 1c. There is one problem though: placing cutaways
optimally is NP-hard in the number of cutting objects and therefore
we cannot hope to find an algorithm which solves this problem di-
rectly. Instead we suggest a Monte Carlo (MC) method which can
find very good solutions by directed, randomized search.

The contributions of this paper are

• A method to place comprehensible cutaway objects automat-
ically based on a flexible degree-of-interest (DOI) function.

• Cutaway placement which is independent of the rendering
technique.

• A proof that the problem of placing multiple cutaway boxes
optimally is NP-hard.

• An approach for optimizing rendering parameters based on a
MC method.

This paper is structured as follows: Section 2 discusses related
work. In Section 3, we provide an overview of the algorithm. Sec-
tion 4 discusses the MC algorithm and the adaptations required for
our problem. Section 5 discusses frame-to-frame coherency. In
Section 6, we discuss implementation details. Section 7 presents
results and in Section 8, we evaluate the consistency of the algo-
rithm. Section 9 contains a proof that the problem of finding opti-



mal cutaway boxes is NP-hard. Finally, we draw conclusions and
propose future work.

2 RELATED WORK

In this section, we review different techniques to produce images
from polygonal meshes or volumetric data which reveal interesting
features while preserving the context. In this paper we focus on
cutaway illustrations that use clipping operations to cut out parts
of the displayed object [33]. For volume rendering, similar ap-
proaches that optimize the transfer function based on visibility and
quality terms have been proposed by Correa and Ma [10] and Wu
and Qu [34].

Interactive specification of cutaways Pelizzari et al. discuss
the application of manually positioned cutaways for clinical treat-
ment planning [29]. McGuffin et al. [23] present a set of inter-
active volume cutting tools and combine these tools with defor-
mations to keep the context information. Coffin [8] suggests a
method for defining perspective cutouts to improve virtual X-ray
vision. The approach suggested by Chen et al. [7] is based on inter-
action metaphors such as drilling, lasering and peeling operations.
Bonanni et al. [4] suggest scraping as an interaction metaphor to
remove occluding layers on a touch-screen. McInerney and Craw-
ford [24] introduce a paint roller as an interaction metaphor to de-
fine the cutaway position and shape manually. To provide context,
they suggest to retain ribbons of the occluding structure. Another
interactive method is proposed by Fuchs et al. [15], who suggest
non-convex polyhedral cutaway objects.

All of these methods introduce novel interaction metaphors to let
the user search and define the cutaway directly and cannot reveal
important features automatically. Of course interactive approaches
are important, but they have two major drawbacks: First, in many
cases there is not enough time available for user interaction and a
solution which transfers this problem to the computer is preferred.
Second, in many cases the human user is not able to find an opti-
mal solution interactively, due to the complexity of the surface or
the distribution of degree of interest on the surface. In contrast to
these interactive approaches we do not suggest to position cutaway
objects themselves but allow the user to specify a DOI from which
the position of the cutaways is derived.

DOI based analysis In this paper we follow the paradigm of
interactive visual analysis based on a notion of interest which is
specified by brushing information visualization views [2, 11, 5]. In
contrast to these approaches we do not directly incorporate the DOI
into the rendering equation (i.e., by reducing opacity and saturation
of fragments with low DOI), but perform an additional step which
places a cutaway based on the DOI.

Heuristic and semi-interactive cutaways. Several related
methods reveal interior or occluded structures solely based on view-
dependent heuristics. Feiner et al. propose a solution for cutaways
and ghosting when a fixed object in the mesh has to be visible dur-
ing interaction and remove all geometry occluding it [13]. Such an
approach obviously cannot deal with ambiguous situations where
important parts occlude themselves and an optimal cutaway has to
be found. In a seminal paper, Viola et al. [32] introduce an addi-
tional importance dimension which is based on a segmentation of
the volume. The cutaway is defined directly by the viewing position
similar to the approach of Feiner et al. [13]. Burns et al. [6] extend
this approach to multimodal volume data. Li et al. [21] present
an authoring tool based on segmentation and user classifications to
create cut-away illustrations for surface meshes. Here the user has
to specify the location and parameters of the cutaways but the sys-
tem assists in aligning the cutaways with the geometry. Birkeland
and Viola [3] suggest a heuristic placement method for a peel-away
which takes the view direction into account. The method cannot
handle complex or non-convex situations, though.

Figure 2: Computer assisted creation of cutaway illustrations. The
user knows which features are relevant and can understand a ren-
dering of the data. To place the cutaway geometry optimally in the
illustration, an optimization algorithm based on a MC method inter-
acts with the rendering system.

In all of these methods, the shape of the cutaway is controlled
by heuristics based on a combination of view vector, depth and user
interaction. Furthermore, the handling of complex situations when
important regions occlude other important regions is not discussed.
To our knowledge, there is not yet a technique to place a cutaway
geometry optimally based on a flexible objective function such as
the one presented in this paper. Furthermore, all approaches are
designed to work with either geometry or volume rendering.

Intractable problems in visual computing A common class
of NP-hard problems are various decomposition problems for poly-
gons and polyhedra. For example, the triangulation of three-
dimensional polygons is NP-hard [1] and the minimum weight
triangulation is NP-hard [26] as well. Furthermore, many seg-
mentation and scene analysis problems are NP-hard [9]. Also re-
lated to the problem discussed here is the class of tiling problems,
where Khanna et al. show that optimal tilings of images can be NP-
hard [18].

3 OVERVIEW

The proposed method consists of an interactive step where the user
selects interesting parts of the data based on insight or background
knowledge, and a non-interactive step where the computer auto-
matically finds an optimal placement of cutaway primitives based
on the user selection, as illustrated in Fig. 2. First, the user de-
fines a DOI function that assigns an importance value to each ver-
tex (for polygonal meshes) or voxel (volumetric data). In addition,
the user can select the shape and maximum number of geometric
primitives that will be used to cut out parts of the visualized object.
To achieve comprehensibility of the cutaway, we suggest to restrict
the approach to fixed user-defined primitives – in this paper, we use
cuboids, spheres, and cylinders. An example of a cutaway for each
of those primitives is given in Fig. 3.

After the importance is specified, the computer finds the approx-
imation for the best size and position of the primitives without the
user’s help by cycling through the three stages displayed in Fig. 2:
(A) An image of the cutaway is rendered, (B) a quality measure
is calculated from the generated image, and (C) the primitives are
repositioned and resized. This iterative optimization process is re-
peated in order to maximize the quality measure.

One key idea is that, based on the feature selection of the user,
the rendering system can immediately produce an image that en-
codes which pixels show important features. This information is
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Figure 3: Three primitives used to produce cutaways: (a) cuboid,
(b) cylinder, and (c) sphere. Unlike in the real results, primitives are
rendered here in order to get an impression of how the method works.

used to evaluate the current cutaway positioning and to perform
the optimization algorithm. This process layout enables a seamless
integration in an existing rendering framework because only the re-
sulting image from the renderer is used. By using the appropriate
renderers, the method is able to produce cutaways for example for
volumetric data or polygonal meshes.

The presented approach has several benefits: First, the cutaway
shapes are less complex than the regions of interest and are there-
fore easier to comprehend. Second, all rendering settings such as
transparency and shading are preserved. One can think of the ren-
derer as a black box. This way, cutaway illustrations can be gen-
erated from both volumetric data and polygonal meshes. The only
change required is to add the ability to take the cutaway objects into
account.

3.1 Example: Collision of Two Vortex Tubes

In order to illustrate the structure and the implementation of the
algorithm, a vorticity isosurface of the collision of two vortex tubes
simulated by van Rees et al. [31] is used. We extract the isosurface
with ω = 0.1 using the algorithm of Schindler et al. [30] and select
a range of curvatures to define the region of interest. The examples
in Fig. 3 are created using this dataset.

3.2 Multivariate Degree of Interest

During an initial analysis step, attributes of the data are presented
to the user in information visualization views. We use interactive
visual analysis based on derived attributes [5] to present feature se-
lection in an abstract way. This method allows us to combine flow
features such as vorticity or λ2 with data attributes such as velocity
or pressure or with geometry attributes such as curvature. Based
on these attributes, the user can specify what he or she is currently
interested in.

3.3 Discretized Configuration Space

One source of complexity in the cutaway problem is the size of the
discretized configuration space. It consists of all possible place-
ments and sizes of the selected primitives in the bounding box of
the dataset. For the definition of the discretized configuration space,
each dimension of the bounding box is split into n pieces. Doing
so, a grid is created on which the primitives will be placed. The
configuration space size can be influenced directly by the coarse-
ness of the grid and it does not depend on the complexity of the
dataset. More precisely, because an interval can be placed in ∑

n
i=1 i

different ways on a grid with n places, the size of the configuration
space when placing one primitive is |D| =

(
∑

n
i=1 i

)3, which grows
with n6.

The algorithm searches for the optimum in the discretized con-
figuration space D, which is not the same as the optimum in the
continuous space. D contains many local optima which may be
located wide apart. During optimization, it is not clear if a local op-
timum or the global optimum is currently hit. Additionally, because

of its size, it is not possible to traverse the whole discretized con-
figuration space. The placement of the primitives is defined by the
location and the size of their axis-aligned bounding box. Because
two corners are sufficient to determine an axis-aligned bounding
box, we get no more than 6 degrees of freedom per primitive.

3.4 Objective Function
When generating cutaways, perspective plays an important role. A
cutaway from one direction may look good and suit the needs of
the viewer perfectly. However, from a different perspective, the
same cutaway can become meaningless. The objective function has
therefore to take into account the camera position and measure the
quality of the current solution for further optimization. In order
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Figure 4: Composition of the objective function images. From the
viewpoint of the user, the objective function images are produced by
coloring the data according to the importance. Objective function im-
ages resulting from the dataset defined in Section 3.1 are displayed
on the right side. (a) Without cutaway. Most of the important parts
(green) are occluded while unwanted parts are visible (red). (b) Af-
ter subtraction of a cutaway primitive, the important regions become
visible and the unwanted regions vanish.

to find the objective function value, the data is colored according
to the importance. Then, the data is projected on the image plane
and the resulting image is transformed to a single number by aver-
aging the values of a color channel over all pixels. Therefore we
allow positive and negative selection using two color channels pos
and neg. As illustrated in Fig. 4, the image is produced using an
off-screen renderer that draws an image with the objective function
values at each pixel as color. The background color is set to black
so that it does not influence the quality measurement. The alpha
channel is not influenced by this method and hence, transparency in
the rendered data can be taken into account as well.

In addition to the requirement given by the user’s selection dis-
cussed above, the amount of omitted data has to be minimized in or-
der to provide the context for the important regions. A user-defined
parameter controls the weighting of the omitted data against the
image-based quality defined above. Based on these requirements,
we can write down the definition of the objective function to be
maximized:

f (A,P) :=
1
d

n

∑
i=1

(
α ·Ai,pos−Ai,neg

)
−β ·V (P) (1)

A is the image as a pixel array of length d = width ·height. Each
pixel has the properties pos and neg, encoded in the green and in
the red color channel, respectively. P is the set of primitives and
V (P) measures the amount of omitted data. In our applications, we
use either V (P) = |P| or we limit the number of primitives and use
their total volume for V (P). The parameters α and β are used for
weighting: α balances positive and negative selections while β in-
dicates how much the size of the cutaway geometry is penalized.



This objective function has many local optima, for example if re-
vealing important regions requires to clip other important regions.

3.5 Environment of a Configuration
When implementing an iterative optimization process, it is impor-
tant to define how the configuration space is traversed. The environ-
ment E(x) of a configuration x defines all configurations which are
reachable in one step. In our case, the configurations are of spatial
nature, and the environment can therefore be defined quite intu-
itively using the Euclidean distance. Each primitive is defined by
its axis-aligned bounding box which can be deformed in 12 ways:
For each dimension, either the minimum or the maximum corner
is moved one step in positive or negative direction along one axis.
However, two rules have to be fulfilled by these deformations: First,
the bounding boxes should intersect the bounding box of the data,
and second, the signed volume of the bounding box must be posi-
tive. Therefore, the algorithm can select from at most 12 moves per
primitive. In many cases, there will be less than 12 possible moves
because one of the restrictions would not be fulfilled by one or sev-
eral deformations. The deformation step size is defined by the grid
of the possible placements of the corners.

4 OPTIMIZATION ALGORITHM: SIMULATED ANNEALING

Simulated Annealing (SA) is a MC method to solve complex op-
timization problems. The inspiration to this algorithm comes from
statistical mechanics where the process of heating up and controlled
cooling down in metallurgy is modeled. Defects in crystals are re-
duced by slow cooling and this can be seen as an optimization of
the internal energy. Kirkpatrick et al. [20] showed that SA is appli-
cable to general optimization problems and also pointed out that the
method performs well for hard to solve optimization problems [19].

At each step, the configuration is changed with a probability de-
pending on the quality difference between the current and the new
configuration. To avoid getting stuck at local optima, even configu-
rations that decrease the quality of the result can get accepted. Kirk-
patrick et al. proposed to use the acceptance probability introduced
by Metropolis et al. for their simulation of atoms in equilibrium at
a given temperature T [25]:

px→xnew = min
{

1, exp
[

1
T
( f (xnew)− f (x))

]}
(2)

where x is the current configuration and xnew is a randomly selected
configuration from the environment E(x), defined in Section 3.5.
SA can therefore be seen as an extension to Metropolis’ algorithm
originating from the beginnings of computer simulation.

4.1 A Single Optimization Step
We describe now the algorithm in more detail and provide an
overview of the definitions in Table 1. First of all, we explain what
happens during a single optimization step. A configuration x in the
configuration space D is considered as the start configuration. Then,
a new configuration xnew is taken randomly from the environment
E(x). The transition probability from x to xnew is defined in Eq. 2.

As we can see in Eq. 2, if the solution gets better ( f (xnew) >
f (x)), it will be accepted immediately because px→xnew = 1; if it
gets worse, the acceptance probability decays exponentially with
the decrease of the quality, but never reaches zero. This is needed
to fulfill ergodicity: Any configuration has to be reachable in a finite
number of steps.

4.2 Temperature Regime
The temperature T used in the acceptance probability px→xnew has
no physical meaning in our case and is used as control parameter.
In the beginning, it asserts that even steps that lower the objective
function substantially can be accepted. This is needed to leave local
optima in order to find the global optimum.

Name Description
D Discretized configuration space.
x Configuration in D.
px→xnew Transition probability from x to xnew.
f (x) Objective function.
E(x) Environment of x.
T Temperature.
mT Temperature factor.
R Acceptance rate.
SH Number of steps per temperature during heating

phase.
SS Number of successful steps that has to be reached at

a temperature.
Smax Maximum number of steps at a temperature.

Table 1: Simulated annealing (SA). Definitions used in the description
of the SA algorithm.

The temperature is controlled by an adaptive schedule. During
initialization, the system is heated up as proposed by Kirkpatrick
[19]. For each temperature, SH steps are executed and the accep-
tance rate R is measured:

R =
# accepted steps

SH
(3)

As long as R does not exceed a melting threshold (we use 0.8),
the temperature is doubled and the procedure is repeated. When
the acceptance rate exceeds this value, the system is considered to
be melted because the objects are able to float around freely. Af-
ter having thermalized the system for ST steps, the cooling pro-
cess starts. At each temperature, the number of successful steps
is counted. When a fixed value SS is reached, the temperature is
multiplied with a constant factor mT (0 < mT < 1), leading to an
exponential decreasing temperature regime. If the number of ac-
ceptances does not reach SS, the temperature is lowered after Smax
steps nevertheless (Smax > SS). If SS is not reached three times in a
row, the system is considered to be frozen and the algorithm stops.

5 INTERACTIVITY

Interactive exploration of the data while using a cutaway is achieved
by a repositioning of the primitives. As a starting point, the optimal
position from the initial optimization process described in Section 4
can be used. Considering that changes of the cutaway position have
to be smooth in order not to confuse the user, the distances between
the primitive positions before and after the update should not be
large. In order to fulfill this requirement, the grid defined in Sec-
tion 3.3 is refined by increasing n. This leads to smaller steps and
hence, to a smoother cutaway repositioning.

Camera movements and time-dependent dataset exploration are
handled by the same algorithm even if they are different problems.
What they have in common is the smoothness of the changes they
induce. This allows us to modify the original optimization result in-
stead of searching for a new global optimum from scratch. For each
frame, one step of a hillclimbing optimization is used. In combina-
tion with the refined grid, this provides interactivity because it uses
a minimal number of objective function evaluations which are the
most time intensive part of the optimization process. Hillclimbing
traverses the whole environment defined in Section 3.5 and com-
pares the qualities of the configurations against each other. Then,
either the best among them is picked and the cutaway is reposi-
tioned, or the cutaway remains at the same place when no neighbor-
ing configuration is better than the current one. Although the con-
figuration space grows with the grid refinement, the performance is
not affected because the environment is not dependent on the con-
figuration space size.



At first glance, the selection of a less powerful optimization
method might look confusing as the problem to be solved has been
described to be hard to solve. However, in the case of interactiv-
ity, a different problem is arising: A solution suitable for a similar
situation has to be transferred so that its change is not large but
nevertheless goes into the direction the optimum takes.

Because the hillclimbing optimization is stopped after one step,
we have at most 12 possibilities per primitive (see Section 3.5 for
justification), meaning 12 evaluations of the objective function and
one execution of the rendering step when using one primitive. This
leads to an upper bound of 13 rendering steps per frame and enables
us to perform updates at interactive speed for many datasets, since
the objective function image can be rendered with inexpensive ren-
dering settings such as flat shading.

6 IMPLEMENTATION DETAILS

While implementing a new approach for the problem of cutaway
generation, we pay attention to seamless integration into any ren-
dering framework. In this section, we explain how the most im-
portant step of the algorithm, the objective function evaluation, is
implemented and we explain how we integrate it into our existing
rendering framework.

6.1 Objective Function Evaluation
In a first implementation, rendering was performed on the GPU and
the evaluation of the objective function was implemented on the
CPU. Although a profiling revealed that evaluating Eq. 1 for a ren-
dering on the CPU is no performance problem, it turned out that
communication between CPU and GPU took the most time during
the objective function evaluation. Because this evaluation is the
most often executed part of the algorithm, this issue prevented us
from having a fast optimization process. Interactivity was not pos-
sible even if we used a single step of a hillclimbing optimization.

The solution is to avoid sending back the image from GPU to
CPU by calculating the mean values directly on the GPU. The im-
age is not copied into main memory after rendering but is processed
directly on the device. Nvidia CUDA [27] provides an OpenGL
interoperability feature which enables CUDA to directly process
the data produced by OpenGL. As a starting point, the image post-
processing example from the CUDA SDK can be used [28]. After
registering the image for access by CUDA, the sum of all pixels
has to be calculated. The CUDA data parallel primitives library
(CUDPP) is a small toolkit that provides basic operations like a
parallel prefix sum for vectors of arbitrary length [16]. Using this
feature, the dataset has to be uploaded to the GPU only once in the
beginning. In the consecutive steps, only the primitives will be up-
loaded to, and only the current objective function value (one float)
will be downloaded from the GPU. In addition to the speedup by
avoiding communication, the parallel prefix sum on the GPU per-
forms also faster than evaluating the objective function on the CPU.

6.2 Integration in an Existing Rendering Framework
Because the objective function is calculated using only an image
of the data, the algorithm can easily be integrated in any rendering
framework. The renderer has to take the data, its color, and the
primitives to be cut out of the data as input values and it should
be able to produce the resulting image without taking into account
lights and shadows. Fig. 5 illustrates the dataflow through the algo-
rithm. This means that the method is not dependent on which sort
of renderer is used. It can therefore be applied to meshes as well as
to volumetric data and it does make sense in both cases to apply it.

7 RESULTS

Because of its straightforward integration into existing rendering
pipelines, the algorithm can be applied on different data types.
First, we demonstrate the algorithm using a simple example of a

Geometry /
Volume Data

Selection Transfer function
DOI

colors

Renderer Optimizer
image

primitives

Figure 5: Integration in the rendering framework. The renderer pro-
cesses the usual inputs (geometry or volume data and colors) plus
a list of primitives to be clipped. The optimization process takes an
image as input and measures its quality. Then, a new placement
of the cut objects is proposed and transmitted to the renderer which
produces a new image.

piston gas engine in order to get an intuition of its impact. Then,
a more complex example originating from a flow simulation output
is presented as a demonstration of its performance. As a third ex-
ample, a volumetric dataset is treated, so that the integration in a
volume renderer can be shown.

7.1 Piston Engine Dataset
The Piston Engine dataset [12] has parts (polygon meshes) which
can be selected by the user. A cuboid and a sphere should be used
to generate the cutaway displayed in Fig. 6c. This example shows
that a cutaway is superior to the transparency based solution when
it comes to structure and context of the selected parts.

Figure 6: Piston gas engine dataset. (a) Orange parts are selected
by the user. (b) Making the unwanted parts transparent makes the
important parts visible whereas (c) a cutaway provides more informa-
tion about spatial structure. In this example, a cuboid and a sphere
are used to produce the cutaway shape.

7.2 LES Cylinder Flow
As a realistic case to apply the developed algorithm in flow visual-
ization, the result of a Large-Eddy Simulation (LES) of flow behind
a cylinder created by Frederich et al. [14] is used. We are inter-
ested in understanding and illustrating the vortex structures ema-
nating from the cylinder. The geometry of the vortex structures is
extracted from the data using the method proposed by Jeong and
Hussain [17]. In the case study, we use λ2 = −3 to create the iso-
surfaces.

Once the isosurfaces are extracted, we would like to understand
the properties of the vortices behind the obstacle. Therefore we
want to analyse the pressure p, velocity magnitude |u| and vorticity
magnitude |ω| distributions throughout the volume. As a first step,
we select the respective regions by brushing scatterplots. Fig. 7
illustrates two different selection cases where the locations of the
important regions do not appear to be located at the surface of the
data and hence, the algorithm has to find cutaways to reveal them
to the user.

7.3 Volumetric Data
In order to show that the algorithm also supports volumet-
ric datasets, an example of a cutaway using the CT study
of a cadaver head from the Stanford volume data archive
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Figure 7: LES cylinder flow. (a) The user selects regions with differ-
ent physical properties. (b) The data contains the selected features
(orange) but they are occluded by other parts of the isosurface. (c)
Parts of the data are removed by the cutaway in order to reveal the
selected regions. In the right image, the cutting lines are highlighted
blue. (d) The resulting cutaway.

(http://graphics.stanford.edu/data/voldata/) is pro-
vided in Fig. 8. Even though the volume renderer is just a pro-
totype implementation, we can see how the amount of visible data
is optimized independent of the rendering algorithm.

8 EVALUATION

In MC algorithms such as SA, evaluation plays an important role
because they are based on randomness and a stable and reliable so-
lution often needs many steps to establish. Convergence has to be
checked and in the case of the developed algorithm, it is especially
interesting to see whether it can find the global optimum or gets
stuck at a local one. We performed several measurements, each of
them consisting of a number of runs, and evaluated them statisti-
cally. The results of these evaluations are discussed in this section.

8.1 Reference Run
In order to get reference values, a naı̈ve optimization process has
been implemented by traversing the whole configuration space and
remembering the best configuration for a very small example. The
values calculated using SA are then compared to the outcomes of
the naı̈ve process.

Producing the reference values is only possible for small config-
uration spaces. On the hardware used (2.4GHz Quad CPU, 4GB
RAM, NVIDIA GeForce GTX 470), the objective function evalua-
tion rate was approximately 150 evaluations per second for the col-
liding vortex tubes example introduced in Section 3.1 and around
15 evaluations per second for the LES cylinder example discussed

(a) (b) (c) (d)

Figure 8: Volumetric dataset. (a) Direct volume rendering. (b) Exam-
ple of a spherical cut-away. (c-d) Even a rough DOI with the highest
values inside the brain leads to the clean cutaway in (d), which max-
imizes the brain cross-section.

in Section 7.2. As the configuration space defined in Section 3.3
grows with n6, we use an example with one cuboid and n = 10 to
perform the evaluation.

8.2 Convergence
The quality of the result can be seen as a combination of the reached
objective function value and the convergence of the algorithm to a
fixed configuration. To measure the convergence of the algorithm,
the spatial overlap of the primitive sets of different runs is calcu-
lated. In order to get a reliable measurement, the same setup is
optimized 50 times. The resulting primitive sets are compared pair-
wise and the average of the overlap values is taken as the measure
for the convergence of the algorithm.

Because this measurement is implemented only to evaluate the
algorithm, it is not executed every time the program is run. The
viewing direction and the zooming factor of the camera are not
changed among the different evaluations. This is particularly im-
portant because the objective function is view-dependent.

8.3 Evaluation Results
In Fig. 9, the result of a measurement run is shown. We can see that
the algorithm converges with perfect overlap as soon as the search
becomes wide enough. All results are normalized with the results
from the reference task in order to show the convergence to the
global optimum. The most important result is that for Smax > 500,
SA converges to the optimal solution. The values of the constant
parameters can be found in Table 2.

Smax

Q
ua

lit
y

(a)

0.
97

1.
0

300 500 700

0.
0

1.
0

(b)

S
pa

tia
l o

ve
rla

p

Smax
300 500 700

(c)

0.
06

0.
03

T
im

e

Smax
300 500 700

Figure 9: Evaluation results, normalized with respect to the refer-
ence run. (a) The objective function approaches the value obtained
by the reference run. (b) The convergence measurement shows that
the global optimum is reached consistently. (c) SA performs magni-
tudes better than searching the best position in the whole configura-
tion space. Each data point is produced by taking the mean of 50
samples. The mean time for the samples with Smax = 550 is 158s,
compared to 3388s for the reference run. For all plots, the error bars
denote the borders of the 95% confidence interval.

8.4 Parametrization
Evaluation results from different runs were used to find optimal pa-
rameters for SA. It turned out that the maximum number of steps



Name Description Value
SH Heating steps 100
ST Thermalizing steps 100
SS Successful steps per temperature 75
n Grid cells per dimension 10
mT Temperature factor 0.9
α Positive/negative balance factor 1.0
β Volume penalty 0.001

Table 2: SA settings for the evaluation run. The results of the mea-
surements can be found in Fig. 9.

Smax and the number of successful steps SS at a temperature in-
fluence the behavior most. In addition, they are related: we have
achieved best results with a rate of Smax

SS
≈ 10. The increasing con-

sistency with a growing Smax can be explained by the design of the
algorithm: the lower and upper limits for the number of steps s at
a constant temperature are defined by SS and Smax, respectively:
SS ≤ s ≤ Smax. Hence, if both of them increase, more samples are
taken to find the equilibrium at each temperature and it is reached
more likely.

9 OPTIMAL CUTAWAYS ARE A DIFFICULT PROBLEM

In this section we show that finding an optimal cutaway geometry
is a difficult problem. We will show the proof for cutaway boxes
with an objective function that minimizes the number of boxes. The
construction for other convex shapes and objective functions is es-
sentially the same. The proof is divided into two parts. First, we
start with a simple, two-dimensional problem without occlusion.

CUTPOINTS: Given a n× n array A of numbers with ai j ∈ N,
find a set of boxes B that maximizes the objective function

f (A,B) = ∑
(i, j)/∈B

ai j− ∑
(i, j)∈B

ai j−|B| (4)

where the notation (i, j)∈ B stands for the set of all array cells (i, j)
for which there is a box b ∈ B such that the cell (i, j) lies in b. The
problem of finding the optimal set of boxes B is NP-hard.

Proof. The proof reduces PLANAR-3SAT to CUTPOINTS. Re-
duction of geometric problems to PLANAR-3SAT is a common
strategy. For a more detailed discussion we refer the reader to
proofs for similar problems, such as the rectangle tiling by Khanna
et al. [18] or special segmentation and scene analysis by Cooper [9].

Lichtenstein [22] has shown that PLANAR-3SAT is NP-
complete. We use the terminology from his paper: In the PLANAR-
3SAT problem we are given a 3CNF (conjunctive normal form with
at most 3 variables per conjunct) formula F with the additional
property that the following graph GF is planar. The bipartite graph
GF has the variables as one vertex set and the clauses as the other.
An edge corresponds to each occurrence of a variable or its negation
in a clause. Fig. 10a shows an example of such a graph.

The reduction is now performed as follows: For any formula in
3CNF for which GF is planar we construct an array AF and a num-
ber mF with the following property: F is satisfiable if and only if
the optimal set of boxes BF maximizes the objective function with
f (AF ,BF ) = mF . We use the input matrix AF as a ”drawing table”
onto which we embed variable loops and clause gadgets. More
precisely, for every variable in F we create a closed loop of matrix
cells with certain values (described below) and for every clause we
create a clause gadget, consisting of a block of matrix cells with
certain values. Each variable loop intersects a clause gadget pre-
cisely if the variable is part of the given clause. All remaining cells
are labeled as background cells. Since the graph GF is planar, we
can draw the variable loops such that they do not intersect. The
layout of this construction is illustrated in Fig. 10b.

The value of the background cells is set to a large positive num-
ber b = n2 and the variable loops are covered by pairs of cells with
value −1 interleaved by cells with value 0 as shown in Fig. 10c.
This leaves exactly two ways to maximize the objective function
value for a single variable loop, with boxes covering either odd or
even pairs of negative cells. Each of these layouts corresponds to a
truth assignment of the variable.

The values of clause gadget cells are shown in Fig. 10d. The gad-
get contains parts of the three affected variable loops and a single
negative cell in the middle. Only loops with the correct layout (and
therefore the correct truth assignment) can extend one of their boxes
to cover the central cell without using an additional box, thereby in-
creasing the objective function value. Therefore, the formula F is
satisfiable if and only if the optimal solution for Eq. 4 does not use
any additional boxes in any clause gadget.
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Figure 10: (a) An instance of PLANAR-3SAT. (b) An instance of CUT-
POINTS. The array A is used as a drawing board to draw one closed
loop per variable and one clause gadget per clause. (c) Part of a
variable loop. There are only two ways to cover all negative cells in
the loop with a minimal number of boxes, such that no box includes
a background cell. The square element containing the two orange
cells is used to swap the layout of the boxes along the loop to ac-
count for negations. (d) A clause gadget for the expression A OR B
OR D. In this example, A is false and B and D are true. Only loops
with the correct box layout can extend one of their boxes to collect
the additional black cell in the middle.

Corollary 1. The problem defined in Section 3.4 with V (P) = |P|
is NP-hard.

Proof. Given an instance of CUTPOINTS, we create a regular quad
mesh in the xy-plane with mesh points corresponding to array cells.
The view point is now chosen along the z-axis such that every mesh
point is uniquely projected onto a screen pixel. If the scene con-
sists only of the quad mesh, there is no occlusion and every pixel is
directly related to a point in the scene. Optimizing now the objec-
tive function Eq. 1 leads to a set of axis-aligned cutting boxes, and
their intersection with the xy-plane solves the CUTPOINTS prob-
lem.



10 CONCLUSION

In this paper, we have presented a fully automatic approach to po-
sition cutaways based on a degree of interest specified by the user.
Even though we do not exploit it in this paper, the method is general
enough to solve a wide range of view-dependent optimization prob-
lems. One benefit of the approach is the fact that it places simple,
comprehensible cutaway shapes such as boxes or spheres and does
not need to remove occluding geometry more or less arbitrarily,
which can be difficult to perceive. In this paper we speak in favor
of a less-interaction-is-better approach, but only in the sense that
rendering parameters such as the position of cutaway boxes should
not have to be specified by the user. In contrast to this, we do not
suggest to take the specification of semantics out of the hands of
the user: Specification of importance is what the user is interested
in and we suggest to use interactive visual analysis for this task. A
limitation of the method is that the type of primitives has to be cho-
sen by the user, however we believe that using known geometries
eases perception.

We also show that the problem of placing cutaways optimally is
NP-hard. It is the general belief today that no efficient algorithm for
its solution will be found, even though this has not been proven yet.
What are we supposed to do? In many cases it is a good approach
to come up with good heuristics and hope that a good solution will
arise for many relevant inputs. In this paper we suggest another so-
lution based on a randomization strategy and show that it is able to
find optimal solutions for a problem which is small enough. In gen-
eral, the presented approach created good solutions for all datasets
presented in this paper and we have experienced it to work robustly
during evaluation. This can be a sign that simulated annealing can
be a good starting point for other optimization problems in visual-
ization as well. It is important to realize that not all instances of a
problem that is NP-hard are difficult to solve, and another route for
future research might be to see if the problems that appear in prac-
tice can be solved quickly by a potentially exponential algorithm.
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